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This week we’re getting into physiological measures, which I highly recommend as 
part of a mixed methods project. They can add precision and cut through the 
difficulty of getting the answers you expect from your participants. Imagine you’re 
doing a usability test and you’re having participants try out a new interface for your 
application. You can have participants complete a task and ask them questions about 
it during or after, but there are a lot of factors that could influence their performance 
on the task and the feedback they give you that aren’t just the factors you are 
interested in such as elements of the interface. Maybe you ask about how easy the 
interface is to use and, as they gaze upon the donut chart in the top right corner 
maybe they’re thinking about a lovely walk they took with their partner during which 
they were eating a tasty donut. The positive feelings triggered by the memory might 
then get tangled up with their reaction to the interface so they might answer 
positively even if they haven’t actually considered how easy the interface was to use. 
Maybe you then ask them whether or not they were satisfied with the layout and as 
they scan the screen the photo in the top left corner of a sunny street with a bit of 
rubbish on it reminds them of walking by an overturned trash receptacle and feeling 
disgusted by the experience. They then respond to that feeling of disgust and answer 
no, it’s gross to your question about the layout. 
If you had an eyetracker, however, that could track their gaze across the screen, you 
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could tell that ask you were asking the first question about how easy the interface 
was to use, they were staring at the donut chart, which is not an integral element for 
the usability. You could also tell that as you were asking the second question, they 
were fixated on the rubbish in the photo and not scanning each element of the 
interface to get a sense of how satisfied they might be with the layout. Physiological 
data can add a more subjective element, which isn’t as readily misinterpretable as 
what a participant says might be. 
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So what do physiological measure add? Well one thing that you get from something 
like eye-tracking that you wouldn’t from observation, performance metrics, or 
feedback, is exactly where someone was looking at any given time. You could always 
just ask them to give you a moment-by-moment update of where on a coordinate 
plane their gaze fell, but you don’t have to because a machine is doing that for you!
Physiological measures can also provide precision and a more objective measurement 
that pretty much tells you what’s going on with your participant’s physiology, be it 
their heart rate, where they are looking, how much they are sweating, and what parts 
of their brains have increased activity. All of these data come in scalar form, which 
makes them useful for parametric testing and can answer questions like what color 
and size combination draws the participants gaze? And what type of alert effects 
participant arousal levels?
Next I’m going to tell you all about eye-tracking and what it does and does not 
measure. 
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Eye-tracking, the science of determining where one pupil is directed on a screen, or 
possibly in 3D space using a wearable eye-tracker, which is a fair bit trickier to pull off 
because it has to be able to either gauge focus depth or take a best guess of it. Eye-
tracking can be used for finding areas where people are more likely to look. 
Determining likely gaze patterns based on common trajectories from many 
participants. Even, to some extent, getting real-time measures of cognitive load 
through pupillometry and the application of theory that ties arousal to cognitive load. 
There are plenty of other reasons why pupils may dilate, but in a controlled 
environment it is possible to reduce their influence and measure what is most likely 
just cognitive effort. Eye-trackers could also keep track of eyes and make sure that 
they do not wander off unsupervised, as they sometimes do. 
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How does it work?! Well, from my understanding of eye-trackers, which I grant is a 
few years old, but I doubt terribly much has changed in the interim, eye-trackers 
generally go for just one eye and assume that both eyes track together. This method 
saves on computational power because only one pupil needs to be tracked through 
space, but can introduce issues with anyone who has eyes that do not track together 
for whatever reason. The theoretical underpinning behind eye-tracking is that the 
hole in the eye, AKA the pupil, which allows light to pass into the eyeball, sits directly 
across from the part of the eye that has the most photoreceptors. If you are someone 
who relies on vision, take a moment to pay attention to what you can see in your 
periphery as you are looking at your screen. Your fovea, the site with the most color, 
or cone, receptors, is where your vision has the highest resolution. Your periphery 
mostly has rods, which respond in low-light conditions and do not transmit color 
information. Therefore, wherever your pupil is directed is the area that gets the 
highest resolution representation in your brain, and is most likely to be where you are 
focusing. Try to maintain your gaze where it currently is while shifting your mental 
focus to objects in your periphery – how much effort does it take to not move your 
gaze there? How much effort does it takes to come up with detailed representations 
of the objects in your periphery? 
How the eye-tracker plays off this neat bit of trivia is by using infrared light (outside 

6



the visible spectrum) to illuminate either the pupil, in bright-pupil systems or 
illuminate the area around the pupil, in dark-pupil systems, to detect where the pupil 
is angled relative to the eye-tracker. An algorithm then converts this information into 
coordinates where the gaze falls on the screen. Early models of eye-trackers required 
participants to keep as still as possible and utilized chin and forehead rests to 
facilitate keeping the head still. Trackers have improved substantially over time, but
have historically had issues that stemmed from not testing them with a diverse set of 
users who had different lengths of eyelashes and differently shaped eyes.  
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Eye-trackers can basically measure two components, possibly more if you get a fancy 
model that does pupillometry. One component is a saccade, which is the trajectory 
on which gaze moves from fixation to fixation. Saccades aren’t really noticeable to 
the people who are engaging in them because while you move your gaze from one 
point to the next you are not processing visual information – the speed of saccades is 
such that you don’t have time to process it, so you are effectively blind during that 
very brief period between fixations. You do not experience the world as extremely 
brief periods of blindness between periods of vision because our minds are 
constantly filling in for our sensory abilities. Sort of how like you might not have 
known that you don’t see color in your periphery because you don’t have color 
receptors there but your brain is pretty good about keeping a consistent narrative 
about the visual world, which includes color. 
The other component that eye-trackers measure is fixations, which are essentially a 
lack of movement between saccades. Fixations count as where the gaze lands 
between saccades, which doesn’t mean it stays perfectly still, but that the 
movements might be down to little jitters rather than the arcs of saccades. Generally
the area of fixation is where the fovea is directed and is a likely indicator that 
information is being processed. By measuring fixations and saccades over time, one 
can come up with a gaze map that can show the following:
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Something that might be of interest to you, particularly if you’re interested in what 
objects on a screen draw the gaze, might be the first point of fixation, especially if it is 
consistent enough among participants to be indicative of an effect rather than just a 
chance occurrence. The key to making the most of that first point of fixation is to get 
your participants to all start from the same point on the screen – maybe provide a 
fixation point at the center of the screen before switching over to the screen you 
want to test so you can remove the possibility that the first fixation is just wherever 
someone was looking already before the experiment started. 
Gaze maps, which are plotted with x,y coordinates over time, can tell you in what 
order information was seen. Again, this would be a probabilistic determination based 
on the gaze trajectories of multiple participants, but could be informative of how an 
information hierarchy is being perceived. 
If you’re interested in what people spent the most time looking at, you can identify 
areas with the most fixations, or hot spots where more gazes fell for longer periods 
than other locations. 
Fixation duration, when averaged over many participants for a particular location, can 
inform you of how much time people might be expected to spend looking in a 
particular area. 
You could also determine what was not looked at based on areas of the screen that 
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had no fixations.  
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Going back to first fixation, this could be a useful tool for evaluating the effectiveness 
of attention capture. If you want a particular object to stand out on the screen and 
capture the attention of viewers, you can test how successful you were in 
distinguishing that object by asking whether that object captured fixations more or 
less effectively than a control object and answering that question by counting the 
number of initial fixations that landed on that object compared to the control object. 
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We do, however, run into the problem that every behavioral measurement runs into-
sure you can measure what someone is doing by using an instrument that evaluates 
their physical state in some manner, but you can’t really tell what someone is 
thinking. This brings us back to the example I opened with, where someone is looking 
at an interface and imagining a walk with a  donut near some garbage. Eye-tracking 
works best when additional measures are employed, because it isn’t always a safe 
bet to assume that someone’s mind is on the task at hand, especially if your 
participant is hungry and whatever they are staring at just conjures images of food in 
their mind.
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Additional measures to take alongside eye-tracking come in two flavors: concurrent 
and retrospective, we’ll talk about concurrent first. Concurrent measures happen at 
the same time as the eye-tracking is happening and could occur in the form of:
-a think-aloud protocol, in which the participant is asked to narrate their actions as 
they take them
-a self-explanation in which the participant performs actions and then immediately 
explains how they arrived at them 
-or a task-driven speech during which the participant is asked to describe the thing 
they are looking at while they are observing it
Advantages to concurrent measures include 
-Getting everything done in one session – sit the participant down in front of the eye-
tracker and get their gaze and their responses done in one sitting. The disadvantage 
to get everything done in one go is that talking involves a fair bit of face movement 
and may influence the quality of the eye-tracking. 
-Another advantage is that you get a synchronization between eye movements and 
verbal descriptions, so you know where someone is looking as they are describing 
what they are seeing. The disadvantage here is that talking through something while 
doing it tends to slow down the process of doing it. 
-Another advantage is that your participants don’t have to think back to what they 
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were doing during the experiment to talk about it because they’re talking about it as 
they are doing it, so you’re not risking memory loss or distortion on their verbal data 
since it’s happening in real time. A disadvantage here is that it is much harder to pre-
structure the questions you ask your participants because you’re pretty much 
reacting to what they are doing. 
-The last listed advantage is that real-time verbal data are more likely to reflect what’s 
actually going on at that time and less likely to be biased based on how well the 
participant thinks they performed or how annoyed they were at how long the 
experiment ended up taking. It could still be biased based on their mood at the time 
or how hungry they were, but there’s fewer opportunities for real-time bias than 
recollection bias. Unfortunately, having participants talk through what they are doing 
could have the unintended effect of making them self-conscious about their 
performance, which could itself impact their performance. 
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If the disadvantages to concurrent measures seem to outweigh their advantages, you 
could always try retrospective measures such as:
Retrospective reporting, which entails asking participants about how they did after 
they’ve completed the experiment
OR cued retrospective reporting, which entails presenting participants with 
screenshots of the task and asking them about what they were thinking at the time, 
such as when you were looking at this spot over here for 15 seconds, what were you 
thinking about? 
Alternatively, structured interviews could follow, to have participants answer 
questions about what they did that could be paired with their gaze data
If you’re interested in the conversion between gaze and memory, you could ask 
participants to recall everything they can about what they had seen in a free recall 
test on the stimulus. 
An advantage to retrospective measures is that you have more control over the 
structure and organization of the data that you collect and you can ask specific 
questions based on what you observed from the participant or based entirely on 
what you are interested in learning from them. Responses aren’t entirely based on 
the whims of the information the participant volunteers, as they might be in a 
concurrent session. The downside here is that you need multiple sessions, which 
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could happen back-to-back to record the gaze data and then discuss it with the 
participant. If you want to reference the gaze data in the discussion you need to 
include some time for processing it. 
Another advantage is that retrospective measures don’t decrease the quality of the 
tracking, but you are not able to synchronize gaze and explanation.
Task performance isn’t effected when the participant is only asked to engage in the 
task at hand and not also talk about it at the same time, but they might forget about 
what they did or why they did it if not asked about it during the time. 
Task performance isn’t slowed down by the additional task of talking through it, but 
there is some risk that something outside of the thing you’re interested in studying 
can influence participants memory of what happened or how they performed. 
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Eye-tracking comes up a fair bit in HCI and there’s been some neat studies in the 
realm of using eye-tracking in a driving simulator and using eye-tracking to evaluate 
website design. I’m including some interesting studies in the readings for the week. 
Ok, we’ve exhausted eye-tracking, so next we’re going to talk about EDA or 
electrodermal activity. 
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Electrodermal activity measures galvanic skin response. This is a fancy way of saying 
that little electrodes pass a current over the skin between them and see how quickly 
it gets from point A to B. Electric current conducts more effectively through sweat 
than dry skin, so essentially what’s being measured is the amount of sweat on your 
skin where the sensor is located, which on the wristwatch version tends to be on the 
back of the wrist. GSR provides data in the form of microsiemens plotted over time. 
In order to get an accurate read of when someone is more or less conductive/sweaty, 
it is recommended to start a session by getting a baseline reading of the person at 
rest. Rather than having participants just sit there and potentially start freaking out 
about how long it is taking to start the study you could have them do a low-stress 
activity that doesn’t particularly excite them, such as filling out forms or watching a 
video explanation of how galvanic skin response is measured. Try not to put them to 
sleep. EDA can provide an index of arousal as measured by changes in sweat level. 
Arousal, however, is a fairly broad category of response that could have a variety of 
sources such as excitement, fear or panic, stress, or pain. Again not recommended to 
use entirely on its own. The very realistic example I have on the screen shows how 
GSR might work in practice. First a baseline measurement is taken when the person is 
at rest. This person is wearing a wrist-based EDA sensor such as an Empatica E4 or an 
Apple watch. Next, this person’s head catches on fire and they react with some 
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combination of excitement, fear, stress, and pain, which is reflected by a spike in the 
EDA measure virtually instantaneously. Like EEG, which we won’t get into because it’s 
not frequently used in HCI research although seems to have a fair bit of potential for 
brain-computer interfacing, the temporal accuracy is high but the precision is fairly 
low in terms of telling you what is actually going on.  
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So, why use EDA? Well, it is easy to administer and modern sensors are highly 
sensitive, so please don’t upset them by balking at the idea of using EDA in a study. 
They have high temporal resolution, which means you know exactly what was 
happening at the time that skin conductance spiked. They also measure a 
physiological response that is not generally under the control of the participant and 
therefore more likely to reflect their actual state, which is a huge perk of physiological 
measures. On the next slide I’ll talk about two different types of measures that can be 
made either with galvanic skin response or with electroencephalography, which is 
when the activity of large clusters of neurons is measured via electrodes positioned 
on someone’s head. 
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Skin conductance, like neuronal activity, does not cease to occur when someone is 
relaxed. There is always some level of activity, which can be referred to as tonic 
activity. Our neurons are constantly active in a fairly low-grade way, just to maintain 
homeostasis and not be necrotized into dead brain cells. Our skin likewise has a tonic 
response to being used as a medium to conduct an electric current. In EEG land, tonic 
brain activity can be divided into different types of wavelengths representing an 
awake state, an alert state, and a sleep state. In GSR land, tonic skin conductance 
works as a baseline against which spikes in conductivity can be measured. Activity 
spikes can be referred to as phasic for GSR and event-related potentials for EEG. A fun 
way to use GSR is to trigger certain events that are likely to impact skin conductance 
at set times throughout the experiment so that you can map the skin conductance 
measure onto the timeline of events to determine whether the stimulus that you put 
before your participant was the likely cause for their galvanic skin response. 
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So… what can GSR tell you? Like eye-tracking, on it’s own it can’t tell you much. Pretty 
much just the rate at which someone is sweating and when that rate changes.
However, when paired with other measures, it can help measure mental workload or 
track the onset of an emotional response, which is actually really cool!
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Of the two, as a cognitive psychologist, I’ve had more experience with mental 
workload as a metric in HCI research, so we’ll talk about that a bit more. Mental 
workload is the amount of cognitive effort that goes into completing a task and 
includes factors such as perceivability – the amount of effort it takes to perceive 
something. It could be the amount of effort it takes to execute a task – which entails 
processing the goal of the task and determining and completing the action required 
to do it. It could include a load on short term memory, which is the amount of 
information you keep in mind at a given time and/or long-term memory, which 
involves digging into your memory stores to find a particular piece of information. 
Low workload activities might involve simple tasks such as pushing a button or pulling 
a lever, or slightly more involved tasks such as finding the place to click and clicking 
on it or remembering that you’re looking for person x when asked to find person x in 
a photo of person x. 
High workload activities might involve more complex combinations of tasks that 
involve perceptual elements as well as working memory/computation ones such as 
pushing each button in sequence according to the number on the face of the button 
minus one. Or figuring out how to pull a lever that’s located at the top of a rounded 
tower. 
Or it could involve being tasked with finding person x and then finding every person 
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who has been within six feet of person x – aka contact tracing. 
Low workload tasks tend to entail less arousal and therefore less galvanic skin 
response than high workload tasks and by combining EDA with measures such as 
performance scores on tasks (time taken to complete, steps taken, errors made, etc.) 
or subjective measures of task load such as offered by NASA-TLX, one could 
triangulate via mixed methods exactly what was going on when the skin conductance 
spiked and whether it was a reflection of nervousness or increased mental workload. 
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That’s all I’ve got for physiological measures, but I’m posting a short eye-tracking 
guide as well as some interesting articles for you to learn more. If you want to try 
eye-tracking or EDA out for yourself, there’s plenty of opportunities at Iowa State 
including via the UX lab in VRAC, which has a shiny new eye-tracker OR, if you’re 
interested in how eye-tracking can be used as an input device or if you’re testing 
accessibility and want to incorporate eye-tracking, the digital accessibility lab also has 
an eye-tracker. I believe VRAC has EDA wristbands as well. If you are not on or around 
campus, EyeTribe and Tobii sell budget eye-trackers which seem to perform just as 
well as their fancier counter-parts in certain applications. 
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Your group assignment for this week is to come up with how you would like to 
analyze the data that you described collecting in your method section in order to 
answer the research question that you laid out in your introduction. The key here is 
going to be continuity and making sure that every piece of your project fits together. 
That means that your method section should outline a procedure that makes sense 
with the way that you introduced the topic that you are studying and how you talked 
about your research in your intro. This task can be split between group members as 
follows:
One person can be responsible for describing the analysis that takes in the data that 
you hypothetically collected as you described in your method section and determines 
what sort of analysis would result in an answer to your research question. Essentially, 
how are you employing statistics (and possible a qualitative analysis if you went the 
mixed route) to answer your research question with the data that you described in 
your method section.
Another person can revisit your introduction and make sure that the analysis fits 
within the scope and breadth of the study as described in the introduction – if the 
introduction describes a big study that covers a lot of different contexts and 
situations, the analysis should reflect that kind of breadth. Likewise, if the problem 
described in the introduction is fairly narrow in scope, the analysis should reflect that 
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sort of specificity. 
Another person can revisit the method section and make sure that the data that are 
being described as an input for the hypothetical analysis would actually exist as a 
result of completing the procedure outlined in the method section. 
Finally, someone can make sure that the analysis can actually provide an answer to 
the RQ, which entails revising the research question and hypothesis and figuring out 
if the hypothetical analysis actually speaks directly to the research question – this 
might seem trivial, but I’ve encountered plenty of research articles that set out to 
answer something like “how do these two interfaces compare on usability?” and end 
up answering “people preferred the color scheme on interface A” 
What I’d like for you to submit is 1-2 paragraphs describing the proposed analysis for 
your data and then:
1 paragraph each that either 
-describes how the analysis matches up with the study described in the intro, the 
data collection described in the method section, or the way that the analysis answers 
the RQ
OR
-describes suggested revisions to the intro, method, or RQ that would lead to all of 
them matching up and logically following. 

We didn’t go too deeply into different types of statistical tests because this isn’t a 
statistics course, so I’m not expecting detailed descriptions of analysis, but rather a 
demonstration that you can successfully ask a research question, form a hypothesis 
based on background research, pair your questions with appropriate methods, and 
figure out what sort of analysis would get you the answer you are looking for – even 
something as general as correlation to determine the strength and direction of a 
relationship, comparison between groups to determine cause and effect, or some 
combination of the two to take in inputs and make predictions about outputs. If 
you’re trying to determine whether real world data match up with an ideal model, via 
a chi-squared analysis, just be able to describe what it is that you’re looking for and 
how it answers your question. 
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