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This week we’re getting into statistics (don’t panic) and how it can be used to 
describe the world and try to figure out how it works. To that end, we’ll talk about 
measures of central tendency, which attempt to describe a whole bunch of people, 
who are complex and contain multitudes, using a single numerical value. Essentially
they provide a summary of data and come in the flavors of mathematical mean, 
mode, median, mode, and mode. We’ll go through the process of calculating 
variance, which usually gets paired with a measure of central tendency to provide a 
sense of how central the tendency really is and how much people seem to differ from 
it. Then we’ll go through the process of conducting unpaired and paired t-tests by 
hand, which you’ll never have to do, but will hopefully give you a better 
understanding of the underlying mechanics. My goal for the week is to provide you 
with some of the building blocks to develop, if you haven’t already, your own 
understanding of how stats helps us find patterns and build models.
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We’re going to start with the normal curve, which shows up in all sorts of areas from 
standardized testing, through grading, through conversations about progress (a la 
being ahead of the curve). Normal curves are meant to represent the distribution of a 
variable within a population and the way that I found helpful to think about them is in 
terms of order and chaos. For a simple example, think about everyone in the 
population receiving a brand new computer with a completely blank desktop. The 
desktop has a length and a width and can be subdivided into rows going across and 
columns going down. Let’s say that you have three icons that you want to distribute 
on your desktop. You can distribute them in a completely random and chaotic 
manner such that any space on or off the desktop could have any icon in any size and 
any order. This form of complete disarray is extremely unlikely. Total randomness is 
very hard to achieve, because humans have a natural tendency to seek some form of 
order and it’s unlikely that many people would be happy with a desktop that has 
icons that change their shape, size, and order at random. We would consider this 
state of affairs to be extremely unlikely, albeit possible, because there might be 
someone out there who likes to be completely surprised every time they look for an 
icon on their desktop. On the other end of the order spectrum (which one could 
argue is a circle rather than a line) is extreme order in which there is only one correct 
way for icons to appear on the desktop. Once again, it is very unlikely that many 
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people will agree that there is only one proper arrangement of desktop icons, so you 
might find a handful of people on that end of the curve. Most people might end up 
somewhere in the middle where some order is imposed on the icons such that 
maybe they are all in the same row or maybe the row doesn’t matter so much as the 
order in which they are placed. There’s a lot of different ways to satisfy some order 
while there are far fewer ways to either maximize or minimize order. 
A normal distribution is centered around a measure of central tendency, usually an 
arithmetic mean (average), such that the majority of people cluster around the center 
and far fewer people end up in the tails to the right or left. The further away from the 
center the fewer people you will find. 
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Another way of thinking about it is in terms of specificity. Think about trying to find a 
specific person without knowing their name. You might start with a specific 
characteristic such as their gender identity – maybe you know that this person 
identifies as non-binary, and you narrow your search to people who identify as non-
binary. That still leaves you with a lot of people, so you might narrow your search 
further still to only include people who are 5’8, because you somehow also know 
their person’s height. That narrows it down a bit more, but you’ve still got a bunch of 
people to sift through. The more specific characteristics you include, the fewer 
people will match up with those characteristics, until you finally find the person you 
are looking for, at which point you are only describing exactly one person. 
Bringing it back to research, if you think about all of the characteristics on which 
people can vary, it wouldn’t be possible for you to include a representation of every 
single different permutation of characteristics in a research study. This is why we use 
samples to try to represent the population and why it’s important to have diversity 
within a sample, so that you aren’t accidentally filtering out large swaths of the 
population by only including people with certain characteristics. If you can reasonably 
diversity your sample, you should be able to discover things that are true about a 
population. If you have a skewed sample that overrepresents certain characteristics, 
you might end up with a misrepresentation of the population. Like maybe your 
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sample is full of people who like having extremely ordered desktops and, because 
you’re making inferences about the whole population based on what you learn about 
the sample, you end up with the impression that the population as a whole prefers
orderly desktops on average. One of the challenges of using statistics to make 
inferences is that in order for those inferences to be reliable, certain assumptions 
must hold true. One of those assumptions for tests like t-tests and ANOVA is that the 
underlying distribution of a variable within a population is normal. We’ll get into 
assumptions testing later on and in your activity for the week. For now, let’s talk more 
about normal distributions and how they relate to null hypothesis significance 
testing. 
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Let’s say we want to use statistics to learn about a population based on a 
representative sample from within that population. The more characteristics that are 
allowed to vary within a population, the more people can be included in that 
population. It’s the difference between looking for some dude and looking for Bart 
Simpson, 9 year old boy. There are far more different ways to be some dude than 
there are to be Bart Simpson. If you want to know which version of your interface 
some dude will prefer, you probably wouldn’t only ask Bart Simpson about it because 
he is a very specific individual with characteristics that are not representative of the 
entire population of some dudes, such as being 9 years old for 30+ years. 
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Distributions can be formed around any characteristic, such as personal preference. If 
most people’s opinions fall somewhere in the middle, the distribution will be fattest 
around the area of finding the interface to be OK. This is like the curve around the 
amount of order within desktop icons. The number of people who absolutely adore 
the interface or hate it more than anything, the extreme feelings, would then fall into 
the smaller tails. A normally distributed opinion would follow such a distribution. In a 
highly polarized situation, such as the current political climate, the distribution might 
look a bit different with very thick tails and a relatively thin middle. 
Going back to the some dude example, a normally distributed population of some 
dudes would be most representative in the middle, around the average, where you’re 
likely to find people who definitely resemble some dude. On the higher end of the 
distribution you might find a dude like Bart Simpson, who may still count as part of 
the some dude population, but is a specific members who doesn’t resemble most of 
the rest of the population. One the other end of the distribution you might find the 
anti-Bart who is also unlike most members of the population, but can still be 
characterized as some dude.  
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So, what does an outlier look like? Putting everything together, an outlier might look 
like an extremely ordered or extremely disordered member of a population. While 
there may be many different ways of being some dude, there are far fewer ways of 
being a bass playing ballet dancing hockey mask wearing mass murder. Much like Bart 
Simpson, a bass playing ballet dancing hockey mask wearing mask murder would be a 
rare occurrence in a population of some dudes. But how would you know that this 
person is actually an outlier in the some dude population? How would you know that 
this person belongs to that population at all? 
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Part of the benefit of larger samples, particularly representative ones, is that they 
allow you to determine whether the sample that you are testing actually belongs to a 
particular distribution, OR if you’re looking at an entirely different distribution. A bass 
playing ballet dancing hockey mask wearing mace murder may be an outlier within 
the population of some dudes, but could be an average member of a population of 
bass playing mask wearing ballet dancing mace murderers. The purpose of inferential 
statistics is to determine whether your two samples come from the same population, 
OR if one of your samples is different enough from the other that you can conclude it 
actually belongs to a different population. What does that mean in terms of whether 
or not there is a causal relationship between variables? Well if you took two different 
samples from one population and did two different things to them (say gave one 
group a very orderly interface and another group a more chaotic one) and then 
measured the amount of time it takes for them to complete a task, you could 
determine whether the interface that you assigned to your participants CAUSED a 
population that you might expect to spend a similar amount of time to have spend a 
different amount of time on the task. 
Now that we’ve talked about normal distributions and figuring out whether someone 
is an outlier in one distribution or a member of a different one, we’ll talk about 
measures of central tendency and how statistics can be used to summarize 

8



characteristics or outcomes. 
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This might be a refresher for some of you, but please bear with me, so we can all get 
on the same page. Measures of central tendency are what is known as descriptive 
statistics. They describe how things are rather than make inferences about them. One 
measure of central tendency, that works well with scalar data in which values are 
both relative and absolute, is the mean, which is the arithmetical average of the 
values. The way I like to think about means, and when it’s helpful to describe a 
variable using its mean, is this:
Imagine you’re running a commune, and you’re concerned with a fair distribution of 
resources, such as marbles. Say you grab a sample of 5 members of the commune
and you have them empty their pockets of all of their marbles. To make sure that the 
marbles are evenly distributed you have each member throw their marbles into a 
bowl and then you redistribute the marbles as evenly as possibly among the 
members. Some members will end up with fewer marbles and some will end up with 
more marbles, but the smaller the range of values the less unfair the distribution. If 
you have some extreme outliers within your sample, such as the individual who has 
98 marbles, your average is not going to be a fair representation of your sample, 
because now the average is going to disproportionately represent the outlier (have 
more of that person’s marbles) and under-represent the rest of the individuals who 
ended up receiving A LOT of marbles during the redistribution.
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In cases where you know you will have extreme outliers, such as when looking at 
income distributions, it might make more sense to use a measure like median as a 
means of describing the population. The median tells you what value falls in the 
middle of the distribution such that there’s an equal number of people who have less 
and an equal number who have more. Medians are also useful if you want to know 
the half-way point between the ends of your distribution. The mean might give you a 
sense of where people are most likely to fall, but the median tells you where the 
middle is. 
The last measure of central tendency we’ll talk about is the mode, which I remember 
by thinking about ice cream (a la mode) – it’s French for of the fashion and represents 
the most popular or most likely value. Mode is particularly useful if you’re looking at 
ordinal data or responses on a survey that provide relative values such as on a Likert 
scale. If you have a scale from 1 to 7 and you end up with the following responses: 3, 
7, 7, 5, 7, 2, and 4, you can try to take the mean or median, which would end up 
being 5, but is that a meaningful description of your data if only one individual 
actually chose 5? In this case you might choose instead to describe your data using 
the mode, which represents the most popular, and thus the most fashionable, 
response to your question.
Now we’re going to go through an example of how descriptive statistics, the mean in 
particular, can be used to describe a population, and that requires an additional 
calculation of variance. 
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Variance tells you how much each individual score differs from the mean – that is to 
say how fairly distributed the marbles are. Let’s say you’re interested in the effect 
that an app reminding people to wear masks when they go out has an effect on the 
frequency with which people wear masks. You start by randomly sampling 10 
different people and asking them how many times they wore a mask on their last 20 
outings. You get the following responses: 3, 5, 4, 9, 6, 6, 2, 7, 3, and 5. You calculate 
the mean and find that on average, your respondents wore masks on 5 of their last 
20 outings. That tells you about the central tendency, but now you also want to know 
how much people tend to vary from that central tendency, which is where the 
variance comes in. The variance is the average distance of each score from the mean. 
How you calculate it is by subtracting each score from the mean (think about it like 
figuring out how many marbles each person lost or gained in the great redistribution 
of marbles) and then taking the average. Let’s start by calculating the raw difference 
between each score and the mean.  Ok… now what happens if you take the average? 
As soon as you add up all of the raw differences, you end up at 0 – which is a good 
sign that your mean has taken into account all of the scores – the same number of 
marbles came out of the pot that went into it! That won’t help you in figuring out the 
variance, so your next step is to square each of the raw differences – don’t worry, you 
can reverse the process later. Ok, now you have squared differences from the mean. 
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To get the variance, you do not divide the sum of the squared deviations from the 
mean, because you’re not just trying to figure out the variance of the sample, you’re 
trying to learn about the population. This is where degrees of freedom come on. 
Imagine you came in late to this little research party and you were catching up on 
what’s going on with the sample. If I give you the average, how many individual 
scores would I need to share with you in order for you to know what all of the 
individual scores are? If I give you 9 of the 10 individual scores and the average, you 
can figure out what the 10th score is. That means that the 9 scores are free to vary, 
but the 10th score is pre-determined based on knowledge of the other 9 and the 
average. That is your degrees of freedom. Degrees of freedom show up a lot in 
statistics.  Rather than dividing the sum of the squared deviations from the mean by 
the total number of scores, we divide by the degrees of freedom, and this gets us our 
variance, which ends up being 4.44. From there we can calculate standard deviation 
by taking the square root of the variance as a means of reversing the squaring 
process we did to arrive at the variance. And all is right with the world. Our Standard 
Deviation ends up being 2.11, and this is important for interpreting the normal 
distribution, assuming that these scores are indeed normally distributed. A normal 
distribution is thickest in the middle, which actually means that the majority of the 
population should be somewhere in the middle, but there’s actually specific values 
that create the boundaries around the middle, and those are defined by the standard 
deviation from the mean. Within 1 standard deviation of the mean, you should find 
around 68.2% of the population scores. That means that if you poll the entire 
population about their mask wearing during their last 20 outings, you should find that 
around 68% of the population wore masks between 3 and 7 of their last outings. 
Within 2 standard deviation of the mean, you should find around 95% of the 
population scores. That means that 95% of the population should be accounted for 
by considering people who wore masks between 1 – 9 of their last 20 outings. Let’s 
see how our sample stacks up. We ended up with 80% within 1 SD of the mean and 
100% within 2SD of the mean. By the way, this 95% of the population falling within 2 
standard deviations of the mean is directly related to rejecting null hypotheses when 
p < .05, because what the p is telling you is the probability that your sample that you 
expected to be different actually came from the null distribution, which is to say from 
the same distribution as your other sample.  

What happens when you add up all the raw diffs? They equal 0
Within 0 SDs of the mean: 2 scores
Within 1 SD = 8 scores
Within 2 SD = 10 scores
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Here are the scores from your experimental group. Upon using the app that reminds 
people each time they are about to leave their homes to wear their masks, you find 
that the average number of outings for which a mask was worn was 13 outings. You 
then calculate the variance (divide the sum of the squared differences between each 
score and the mean by the degrees of freedom) and find it to be 8.22, which makes 
the standard deviation 2.87. Before you do anything else, it helps to check means and 
standard deviations between your groups. If you sampled from a normally distributed 
population each time, you shouldn’t end up with vastly different standard deviations. 
If your SDs are quite different, you might have some outliers in your sample, and 
there are ways to deal with that, but they are beyond the scope of this lesson. 
Once you’ve figured out the means and standard deviations of your control and 
experimental groups, how do you determine if the two samples came from the same 
distribution? Remember when I said that in null hypothesis significance testing you 
are assuming that the null hypothesis (the opposite of what you believe to be true) is 
true and then testing to see if your results match up with that expectation? We can 
refer to that expectation as the null distribution, and the way you determine whether 
both of your samples represent a null distribution is by using a t-test!
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What is a t-test? A T-test lets you know if the difference between two groups is due to 
variance (sampling error – your sample might look different but actually belongs to 
the same population) OR if it is a real difference and you are actually looking at two 
populations (different distributions). It’s what lets you know if that sample of bass 
playing ballet dancing hockey mask wearing mace murderers was taken from a 
population of some dudes OR if it is more likely that the sample actually came from a 
different population, say one of bass playing ballet dancing hockey mask wearing 
mace murderers. In the case of comparing between a control and experimental 
groups it allows you to determine the likelihood that your experimental condition 
made a difference by determining if their scores on the dependent variable fall within 
two standard deviations of the mean score of the control group. 
How it works: You want the difference between the means AND you want to know if 
this difference is what you would expect between two samples on the same 
distribution (the diff you found vs the expected error in a diff between means from 
same pop.)
This is where the t distribution comes in: it lets you know what difference in means 
corresponds to what probability (p-value) of having come from the null distribution
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Before we get into how a t-test works, we need to talk about design. Your activity for 
the week is going to involve designing and running an experiment on yourself, which 
is a within subjects design, but you might find yourself wanting to test two different 
groups of people, which is between subjects. There are two broad categories of t-
test: unpaired (between-subjects) and paired (within-subjects) and each come with 
strengths and weaknesses. In an unpaired test where you have different people in 
each of your groups, you are risking accidentally stacking either of the groups with 
outliers, which can distort your results. If you accidentally end up with an 
overrepresentation of one population in one group and an under-representation of 
that population in another it could look like your samples are different even if they 
are not. What that means is you’ll have a less powerful test, which can be balanced to 
some degree by including more people. We’ll talk more about power and errors soon, 
but you want to be careful about having too many people without also adjusting the 
sensitivity of your test. 
If you instead go with a paired test and only use one sample, you have the same 
people in each group so you reduce the influence that individual differences can have 
on the outcome, which means you have a more powerful test. However, in a lot of 
situations it’s not reasonable to use the same group in two different conditions such 
as when you want your participants to be naïve to what you are doing. By exposing 
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them to different levels of independent variable you run the risk of having them 
figure out what you’re doing or improve their scores simply by dint of practice and 
getting better over time. 
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Let’s go back to our mask reminder app example and walk through how a t-test would 
be done if you included different people in each sample. The values you need in order 
to conduct a t-test are your group means, standard deviations, and the sizes of your 
group samples. You can run a t-test on raw data if you’re using a stats program such 
as JASP. 
The assumptions that need to be met to run the test include: 
Variance being equal between the two groups – this is where having one group of 
extreme outliers and another group from the middle of the distribution can throw 
everything off
Sample size being equal between the two groups – it can still be done with different 
samples, but the calculation for pooled standard deviation is different

What you need to report when reporting the test are your group sizes and their 
means and standard deviations (or standard errors, depending on the journal), and 
the degrees of freedom for your t-test, which is the number of participants in each 
group minus 2 (the number of groups). Stats programs will give you the 
corresponding p-value for your test, but if you want to go old school, you can find t-
value ranges for rejecting the null according the your degrees of freedom and your 
alpha level – the probability at which you would accept members from the null 
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population. 
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If you are doing a paired t-test, and using the same group for the control and 
experimental conditions, your standard deviations are calculated differently because 
rather than caring about differences between individuals within each group, you care 
about changes within an individual between control and experimental. Remember 
how we calculated the difference between each individual score and the mean when 
looking at unpaired samples? For paired samples we instead calculate the difference 
between individual scores before and after. We then calculate an average of 
differences in masked outing before and after using the app and subtract that from 
each individual score to get the raw difference between each individual and the 
mean. Then we complete the same operation of squaring the difference, summing 
them all up and dividing by the degrees of freedom to get the variance. We then take 
the square root of the variance to get the standard deviation. If we use the exact 
same scores for the paired test as the unpaired test, we end up with a different 
standard deviation, which lets you know the importance of choosing the appropriate 
test. 
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The test itself is a bit different too because rather than trying to figure out if the 
means between the two groups are different, and if that difference isn’t just what you 
would expect from individuals within the two groups being different, you’re now 
trying to figure out if the outcomes (dependent variables) actually changed from the 
control condition to the experimental condition, so you are comparing the average 
difference in scores to a different of zero, which is what you might expect if the 
independent variable had no effect on the dependent variable. Your standard 
deviation comes in to let you know if the change you observed falls within what you 
might expect if nothing was different between the two groups. 

Sqrt 10 = 3.16 – 1.04 – t = 7.40 
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You have a few different options for the activity this week depending on what skills 
you want to practice. For my purposes I would like for you to practice doing a t-test in 
JASP, and will prepare a short video walkthrough for that. If you would like to practice 
designing an experiment that uses a t-test, which may be applied to A-B testing, I 
encourage you to come up with your own experiment. If you’d like to practice 
conducting an experiment and collecting data, I’m not going to ask you to recruit 
participants, but it would be useful to create a protocol to make your self-experiment 
as unbiased as possibly by very carefully defining your measurements and controlling 
for as many potential sources of bias as possible. Feel free to use the materials I’ve 
provided. This activity will be due in two weeks to give you enough time to complete 
the experiment if you are going that route. There will be an ANOVA-based research 
plan assigned next week for you to practice designing a study that uses ANOVA. 
Methodology generally does not come first, but for the purposes of practicing 
methodology, we’ll give you an example of a research question and you’ll have to 
design a study that uses ANOVA to draw statistical inferences. 

Your other assignment, which will be due by the end of next Tuesday is to post to the 
find-a-group discussion board if you have research interests or project ideas for your 
group project. We’ll be starting the project next week with the first assignment, 
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which is group selection OR random assignment. 
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