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Here is an overview of a simple framework for designing an experimental study. 
Choosing your analysis and formulating your hypothesis should be part of your design 
and all should be informed by the purpose of your research and the question you are 
trying to answer. There are plenty of options for statistical analyses on non-
parametric data, so if you’re working with survey data, categorical data, have 
discovered that the data you collected are not normally distributed, or determined 
that the mean is not the best measure of central tendency to describe your data, I 
highly recommend familiarizing yourself with non-parametric tests. I won’t get too 
deeply into all of the different options, but I hope that by letting you know that they 
are out there that you’ll remember, next time you’re working with experimental data 
that don’t allow for parametric tests, that you have options. JASP has several of them 
built into the software, and there’s always looking them up on Stack Exchange if you 
are working in R Studio, which is a very robust program for analyses that’s a fair bit 
less intuitive than JASP. We’ll start by looking at two groups comparison (or an IV with 
two levels) and then get into 3 or more IV levels (or multiple IVS) where we’ll talk 
about ANOVA. 
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The basic formula for comparing between two groups entails asking the question are 
these groups different on some outcome (your DV). Remember, the question is 
different from the hypothesis and doesn’t suggest a potential answer, but it should 
set up the following expectations: whether or not the study will be quantitative in 
nature – questions about relationships between variables are quantitative and 
correlational in nature. Questions that ask specifically about cause and effect (does a 
change in the IV lead to a change in the DV) are quantitative and experimental in 
nature. Questions about opinions, attitudes, and subjective experiences CAN be 
made quantitative if measured using questionnaires, but require a bit more work on 
the front-end to figure out how to quantify qualitative experiences in a reliable 
manner. One way of measuring something like user experience (user preference) 
using quantitative methods and data might entail giving participants two different 
controller setups (a unified controller or a controller shell that takes two separate joy-
con controllers, for example) and asks people how much they would be willing to 
spend on either configuration after trying the controllers out. Here, dollar amount 
can function as a proxy for preference while providing a scalar value, which lends 
itself more readily to parametric tests such as t-test. For more direct questions of 
preference, you might prefer to have participants rate the usability of a controller 
using an established usability survey, in which case you might be looking at a different 
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set of analyses for your data. Often the choice of what outcome to measure and how 
to measure it hinges on the purpose of your research and what you want to find out. 
Putting a dollar amount in place of preference might give you a sense of how people 
value two different versions of your product, while a usability scale might provide 
insights into what aspects of a product work well and what aspects might have room 
for improvement. When thinking about what you want to learn from your research, it 
may be helpful to ask yourself what you could do with the information that you 
gather – what would it inform?  
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Your next consideration when you’re designing a two-group comparison experiment 
is how you want to distribute the two levels of your IV. As we covered a bit last week, 
there are two options for comparing between two levels: within-subjects and 
between subjects. Within-subjects allows you to make direct comparisons between 
two levels of an independent variable as experienced by the same participant, which 
make each individual participant their own control. This might be a great choice for 
gauging preference and determining effectiveness of an intervention because each 
person has their own anchors that they may employ in making judgments, which 
could be different from anchors that others use, but should be fairly consistent within 
themselves. Between subjects tests are great for when you have access to a lot of 
participants and are concerned about repeating a procedure with the same 
participants in case there are learning effects. One way to try to address learning 
effects, which we’ll talk about more when we get into ANOVA, is by assigning 
conditions in different orders for different participants, which isn’t always possible, 
but is something that I recommend considering when deciding how to distribute your 
IV levels. 
Last week we covered paired and independent sample t-tests as means for comparing 
between two groups using a t-test, which is a parametric test. If you have non-
parametric data, such as rankings or other ordinal data like you might get from 
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surveys, the tests that you use will also be different depending on if you assign IV 
levels within participants or between them. A non-parametric test on within-subjects
data might be a Wilcoxon Signed Rank Test while a between subjects comparison 
might call for a Mann-Whitney U Test. 
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Now that we’ve reviewed comparisons between two groups (or two levels of an IV) 
let’s talk about situations in which you have multiple IVs and/or your IVs have more 
than two levels. This is where we get into the realm of ANOVAs, which are special 
types of regressions (general linear models) that show up in experimental research in 
situations where there are more than two groups being tested or when there are up 
to three independent variables being assigned. You can absolutely have more than 
three independent variables, but at that point you are dealing with regression and 
not ANOVA. ANOVA, or analysis of variance, allows you to test whether the 
differences between conditions cannot be explained simply by looking at the 
differences within the conditions. We’ll get into ANOVA more in a bit, but first I’d like 
to continue with the framework to talk about what ANOVA might be used to answer. 
For the purposes of this framework, we’ll talk about two different cases in which 
ANOVA can be used. The first is if you are comparing between three different 
interfaces, displays, devices, etc. to see if people spend different amounts of time 
engaging with the same app depending on the device that they’re using to access it. 
ANOVA is a bit more robust to violations of normality than a t-test, but again it 
performs best when given scalar data and there are non-parametric alternatives that 
you can use with categorical or rank data. The three group comparison is great for 
when you want to evaluate a new version of a product against a previous version as 
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well as against a leading competitor or when you have two different treatments that 
you want to compare to a control. 
If you have two independent variables (ANOVA can take up to 3, but it starts getting 
really messy) you can get pretty fancy with ANOVA. Let’s say you’re designing an 
interface or interface element and there are two dimensions on which you want to 
vary your design – such as shape and size of a button – to see what gets more clicks. 
Using ANOVA you can determine if shape has an effect, if size has an effect, and if the 
effect of shape is different depending on size (if the two effects interact). We’re going 
to get into assignment of variables next. 
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If you’re just making comparisons between three groups, you have the same options 
as t-test of within-subjects or between-subjects. Pretty straightforward. But if you’re 
working with multiple independent variables you now have a third option: a 
combination of between and within variables or a split-plot. Split plot is useful when 
you want to do pre- and post- tests and have one or two independent variables 
you’re examining. The more variables you have, and the more levels of IV you have, 
the more convoluted the analysis becomes and the harder to glean usable insights. 
Another opportunity for split-plot, if you’re not doing pre- and post- tests and 
measuring changes over time is to test one variable between and one variable within, 
such as assigning buttons of the same shape but different sizes to people within the 
same groups – each person sees two different sized buttons but of the same shape. 
Doing this allows you to recruit fewer participants while keeping the experiment 
relatively short by not showing too many different buttons to the same participants. 
Without a split-plot design, a study that compares two different independent 
variables with three different levels each would either take 6 different groups of 
participants (A LOT OF PARTICIPANTS!) or would take more time per participant 
(having them evaluate all of the different button combinations). 

Next we’ll talk about ANOVA, how the analysis works, how to do it in JASP, and how 
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to interpret the results. 
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We’re going to walk through an example of a one-way between subjects experiment. 
One way refers to the number of effects being examined. With only one independent 
variable there is only one effect to study and that is the effect of the one independent 
variable on the dependent variable. A two-way ANOVA, which is what you will be 
practicing for the activity, includes two independent variables that could have 
independent effects as well as effects of one IV that depend on the other, AKA 
interactions. 
As I go through this I want you to fill in the blanks for yourself as I go through them so 
you can check if you’re on the same track. Let’s start with the research question I’ve 
provided, which is, what effect do auditory and visual distractions have on the 
amount of time it takes to complete a task? First, what is your independent variable? 
Mine is type of distraction because my research question asks about two different 
types of distractions. Next, what are the levels of your IV? Mine are a control group 
with no distractions, and two experimental groups one with noise distractions and 
another with visual distractions. Next, what is your dependent variable? Mine is the 
amount of time that it takes to complete a task. Next, think about what sort of design 
you night want for the experiment in terms of how you assign the different levels of 
your IV. There’s no one answer, so also consider pros and cons of running the same 
participants multiple times and running different participants in each group. I think 
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either within or between works depending on how much you’re concerned with 
practice effects relative to individual differences. Finally, come up with a hypothesis 
(an alternative hypothesis) that focuses on the relationship or relationships you are 
most interested in. If you are interested in whether distractions have an effect such 
that either distraction type is different from control, that’s one hypothesis. If you’re 
trying to rank the three, that’s a different hypothesis. The hypothesis you choose will 
inform your analysis. My hypothesis is that both types of distraction will be different 
from control, but that they will not be different from each other. 

Next we’re going to talk about what it means to look for differences between groups 
when the people within the groups are the same or different. 
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We are revisiting our old friend variability, who showed up last week when we talked 
about T-tests. If you remember the population of bass playing ballet dancing hockey 
mask wearing mace murderers, that’s the hypothetical population that we’re going to 
be sampling from. Now, every individual can, to some extent, be a representative of 
the population of which they are a member. However, they have individual 
differences that make them a unique individual as well as a member of a population. 
If every member of the aforementioned population was identical, then each one 
would have identical scores on everything. Imagine a population of clones – would 
you need to sample more than one person from that population to learn about the 
whole thing? Would you need inferential statistics at all to generalize from a sample 
to the population? Take away all of the individual differences and what do you have 
left that could influence your dependent variable? Just your independent variable. 
To illustrate the point, I’ll walk you through an example of running an Analysis of 
Variance on a set out outcomes that came from a sample of clones. From there we’ll 
introduce individual differences and talk about how they fit into an ANOVA analysis.  
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So, let’s say you found a population of clones to include in your experiment on 
distractions. Think about the different explanations you could come up with for how 
long it takes someone to complete a task with varying types of distraction. Any 
difference that might come to mind, would a person who is identical in every possible 
way exhibit that difference? A clone population would be an ideal population for 
research because individual differences would not factor into the outcome. There’s 
always potential for measurement errors and confounds, but those would end up 
being part of individual differences unless there is a systemic pattern. So, lets say your 
participants who were all the same exact person but occupied different spaces at the 
same time, completed your study on the effects of distractions and you wanted to 
know whether distractions had an effect on amount of time it took to complete a 
task. You can tell just by looking at your results that the visual distractions added 3 
seconds of time and the noise distractions added 15 seconds of time. That last step of 
figuring out whether those differences are significant becomes irrelevant because 
without variability between participants you can assume that the effect was due 
entirely to the IV. Now let’s introduce some reality back into the equation and talk 
about where individual differences come in to the picture. 
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Now we have a population of very similar people (it’s a highly specific population of 
hockey mask wearing mace murders but some of them play bass, while others play 
harp, or drums, or boombox. One of them is a wizard. We now have a sample of 
individuals with individual differences, and those introduce noise into the dependent 
variable. We can minimize that noise by including the same participants in all three 
conditions, which reduces the influence that individual differences have on group 
scores by keeping the same individuals in each group. We still have the individual 
differences between people in the groups however. So now the question becomes, 
how do you isolate the effect that was so easy to spot with the clone participants 
from the effects of individual differences? That’s what ANOVA lets you do. 

137 -> 141 = +4 , 137->129 = -8, -3, +5 
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It gets even more tricky if you have different individuals in each group because now 
you’ve introduced differences on both the individual level (individuals within a group) 
AND on a group level (different individuals in different groups) and your analysis has 
to separate BOTH differences from the dependent variable. We’re going to walk 
through how that’s accomplished by hand, not because I believe you should be doing 
ANOVAs by hand, although it is kind of fun, but because it might help solidify your 
understanding of how quantitative research makes sense of the world through 
ANOVA. 
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Here’s what an ANOVA analysis will give you: an F ratio, which is calculated as the 
difference between different groups (your three levels of your IV) over the difference 
between people within groups (your individual differences). It tells you if the 
difference between groups exceeds a threshold (same idea as with a t-test) that 
makes it a comfortable level of unlikely to be due to random error. 
It doesn’t tell you which groups are different from which other ones, but only that 
there is a difference somewhere within the groups. Partial eta squared can tell you 
how much of the difference between the groups, which is what you want to know 
about, can be accounted for by the independent variable.  To get a full picture of your 
results, you also need measures of central tendency, which in this case would be 
group means. These tell you the actual scores you’re looking at as well as their 
relative order. Post-hoc tests then let you know which groups were significantly 
different from each other like we talked about with t-tests.  
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There are some assumptions built into ANOVA analyses, which tend to be fairly 
robust in the face of assumption violations. A lot of people use ANOVA on ordinal 
data, but there are non-parametric tests that might provide more precise analyses if 
that is something you are concerned about. 
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Degrees of freedom = how many participant scores on the DV can vary if you know 
the mean (last one is determined for you)
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Remember: if all groups are comprised of identical individuals, there is no variation 
around the mean due to individual differences.  That would break the F ratio because 
you have to divide by 0, but you wouldn’t’ need inferential statistics to begin with 
because you know exactly what the effect of the IV is on the DV
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Let’s say you want to investigate the effects of different notification types (pop-up 
notifications and drop-down notifications) and the amount of information that they 
provide (minimal icons vs brief descriptions) on the duration for which they distract 
people from their primary tasks. We’ve established two different independent 
variables, so let’s design a 2 x 2 ANOVA. 
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Degrees of freedom indicate how many values can vary at each level of analysis – at 
the group level there are 

28



29



30



31



32



33



34


