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This week I’m going to introduce you to Type I and Type II errors, sensitivity/power vs 
precision/confidence, and how to do a power analysis to determine the number of 
participants that you need to include in your experiment. This lecture is just meant to 
provide an introduction, but more in-depth coverage can be found in the readings for 
the week. 
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When testing a hypothesis, as with any test, there are four possibilities for how the 
outcome of the test matches up with the True outcome. Let’s say there are two 
possibilities for the underlying reality: either a website user is a human or the website 
user is a bot. This is akin to a null hypothesis being either true or not true. There are 
also two outcomes for an identification of the user: the user could be identified as a 
human or could be identified as a bot. Let’s start with the desirable outcomes: the 
first desirable outcome is a human being correctly identified as a human. This is akin 
to a correct rejection of a null hypothesis. We’ll call this a correct positive. The second 
desirable outcome is for the user who is actually a bot to be correctly identified as a 
bot. This is akin to a failure to reject a null that is true (you do not accept your nulls,
you just fail to reject them – they are very sensitive and you don’t want to overinflate 
their egos). We’ll call this a correct negative. Now you’re left with two undesirable 
outcomes, and you can control the frequency of their occurrence. The first 
undesirable outcome happens when an actual human is identified as a bot – this is 
akin to failing to reject a null hypothesis that is actually false. 

The likelihood of getting a correct negative identification is related to that p value 
we’ve talked about over the past two weeks. It’s 1 – alpha. 
The likelihood of getting a correct positive identification is related to power of the 
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test to detect an effect that is actually there. It’s 1 - beta. 

We can think of the likelihood of getting a false positive as a function of the 
sensitivity of the test. If the test is too sensitive it will pick up some noise and call it 
signal. It’s like having a very sensitive metal detector that goes off when someone is 
wearing jewelry in the same way that it goes off when someone is carrying a weapon. 
The sensitivity of the test can be set by setting the alpha level. The more sensitive the 
test the less confident you can be in the results of the test, and we refer to 
confidence as alpha. That is the rate at which the test correctly performs when the 
outcome is negative (fails to reject the null when the null is actually true). 

We can think of the likelihood of getting a false negative as a function of the precision 
of the test. If the test is too precise it will fail to pick up signal when it looks too much 
like noise. It’s like having a very precise Covid-19 test that only picks up antibodies for 
a specific variant of the virus and missing other variants, which can still make a 
person sick. The precision of the test can be set by setting the beta level. The more 
precise the test the less power it has to pick out signal from noise, and we refer to 
precision as beta. That is the rate at which the test correctly performs when the 
outcome is positive (a correct identification or a correct rejection of a false null 
hypothesis). 
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Where you set your alpha and beta (your sensitivity and precision) depends on what 
type of error you care about more. You might be wondering if there’s a way in which 
you could have both a very sensitive test – that detects any effect that is there, no 
matter how small, and a very precise one that only detects a true effect. 
Unfortunately, those two things are in direct conflict with each other, so you have to
make a trade-off and the trade-off depends on what your goals are for your study. If 
your goal is to find an effect that you believe to be there but the effect might be really 
small you might accept a higher rate of false positives and have a more powerful test. 
If your goal is to only detect an effect if it’s large enough for you to care about you 
might set a higher level of confidence and sacrifice some power. 
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One of the thorniest questions in research is about sample size, and you might have 
encountered different perspectives on how many participants you should test, but 
there’s a way to figure that out for yourself based on the goals you have for your 
experiment and the resources and constraints that you’re working within. The easiest 
way to figure out how many participants you need is by doing a power analysis. It also 
increases the rigor of your work and lets anyone who is examining your study know 
that you’re not just throwing as many people at the problem as possible to see if you 
get your desired result. Include enough people in an analysis and you’re bound to get 
a significant result, even if it’s purely by chance and not reflective of an actual Truth. 
A power analysis allows you to set your desired confidence level, which tends to be 
really high for scientific studies where false positives are bad news, but can be more 
modest when you’re on a tight deadline and just want results that are good enough 
to move forward in product development. It all depends on how comfortable you are 
with a false positive and what that might mean down the line. A power analysis also 
allows you to set your desired power level and decide how important it is for you to 
detect an effect that is actually there. If you’re convinced that your product performs 
better than a competitors, you might want to run a test that increases your chances 
of detecting that performance difference. The trickiest part is figuring out the 
expected effect size – which the book chapter describes in terms of variance. The 

5



easiest approach to figuring out what size effect you should expect is to look in the 
literature for research that used the same measurements and figure out what effect 
size has already been detected. If you’re doing something completely new, you can 
run a pilot study and calculate effect size from that. If that is not feasible, you can 
make a best guess at effect size based on commonly accepted ranges and do what 
you can to minimize the impact of individual differences on your outcome. I 
recommend downloading the free G*power application from the website I have on 
the slide https://gpower.hhu.de and using that to do a power analysis so you can 
figure out how many participants you need before you start running your study. If 
you’re working in industry, your stakeholders will be happy if you determine your 
sample size based on how confident they want to be in the results and how averse 
they are to missing a real effect. It gives you the opportunity to determine the 
minimum number of participants to run to be able to answer your research question. 
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Here’s what the G*power interface looks like, at least on a Mac. First you select your 
test family, which includes t-tests and z-tests, both of which are two group 
comparisons on parametric data. Exact tests, which take non-parametric data, f-tests, 
which include ANOVAs and regressions, and chi-squared tests, which take categorical 
data and count frequencies of outcomes. Once you’ve selected a family you can 
specify a test within that family that depends on the design of your study. Feel free to 
look up any of the tests that you see listed there to learn more about them. The type 
of power analysis we’re going to focus on here is a priori, which is what you use to 
determine a sample size based on desired power and confidence. There are other 
options such as figuring out the power after the test was done, but we’re not going to 
get into those. Then you specify your input parameters, which take in your hypothesis 
(one tailed or two), your expected effect size, which you can use the Determine 
button to add, your acceptable level of Type I error, and your desired power to detect 
an effect (which is 1 – your acceptable Type II error). When you put all of those 
parameters in you will receive a number for Total sample size and you can figure out 
how to distribute that sample within your groups based on the number of groups that 
you have. 
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Let’s say you’re doing some usability testing and you want to know how many people 
to include in your sample. There are trade-offs that you must consider. Running 
usability tests costs time and resources for each participant that you run, so you’ll 
want to figure out how many participants you need to include to be able to detect 
the errors you are looking for. It very much depends on two things: 1. the probability 
of the error occurring at least once in a set number of trials AND 2. the power you 
want to have to detect the error. If there’s an error that you believe is preventing 
customers from completing lucrative transactions, you might want to set a pretty high
bar for detecting it so you could make sure that you find the error. The tradeoff 
comes when you’re dealing with a low frequency error that is very unlikely to occur –
you might have to throw a lot of people at that error to be 99% sure you have 
detected it. If the error occurs at a high frequency, you can throw far fewer people at 
it and still successfully discover it. Let’s say you’re working for Amazon and you 
decide to do some diagnostic work to determine how accidental purchases are made 
so you can decrease the likelihood of that occurring. You’re not super concerned 
about finding the error, but you want to have an 80% chance of encountering it. You 
know that the error occurs 15% of the time because that’s how frequently customers 
cite accidental ordering when returning products. Based on these probabilities you 
can figure out that you need 10 participants to have an 80% chance of detecting an 
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error that occurs 15% of the time. 
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