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This week we are continuing on with surveys and there is a fair bit of ground to cover. 
This lecture will start off with a bit about surveys you’ve probably encountered 
throughout your travels on the Internet – evaluative surveys (feedback) that use a 
scattershot approach to recruitment. We’ll then talk through the process of working 
backwards and forwards to provide a framework for conducting a survey based on 
what it is that you want to learn from it. We’ll cover some best practices for phrasing 
questions and talk through different question types such as factual vs non-factual, 
demographic, frequencies, ratings vs. rankings, and the importance of framing when 
constructing questions. I’ve also created a worksheet for you to follow along with if 
you would like to practice the version of the process I’m presenting here. Feel free to 
follow along and complete the exercise or not worry about it if you already have a 
process worked out for doing surveys or you just don’t want to bother with it. It’s not 
an assignment, so no worries. We’ll also talk a bit about usability surveys such as 
System Usability Scale, and it’s lighter cousins Usability Metric for User Experience 
and UMUX-lite. Finally we’ll get into reliability and validity – metrics that allow you to 
determine how consistently people are responding to items you expect them to be 
consistent on and how well your metric seems to reflect the thing that you are trying 
to measure. 
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We’ll start with a bit of context. You’ve probably run into an evaluative survey that 
has used a scattershot approach if you’ve ever encountered a dialogue box on a 
website that asks for your feedback or if you’ve ever visited a website like Amazon 
that has a rate and review feature – it might not look like a conventional survey, but
asking people for feedback on products via star-based rating systems and open-ended 
questions is a very popular tool for getting feedback from humans and bots alike. If 
you’re in a position to administer an evaluative survey that uses a scattershot 
approach, I want you to get into the habit of asking yourself the following questions: 
1. Who is likely to contribute to a scattershot survey? It is unlikely that everyone 

who comes across your survey is going to want to fill it out, so it helps to keep in 
mind some ideas about who you are more and less likely to reach. This means 
taking into account the accessibility of the survey, when and where it appears, 
and how much time it takes. Would someone who doesn’t have a particularly 
strong opinion about a product bother providing their feedback about it? Does a 
5-star rating actually indicate the highest possible level of approval? If so, how do 
so many items end up with such high ratings? Is everything actually the best or 
are the ratings skewed? 

2. The second question I want you to consider is what would motivate someone to 
complete an evaluative survey? It pairs well with the first question because it asks 
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again about what bias might be built into the sample if the sample is entirely self-
selecting? If you want opinions beyond those that people self-select themselves 
into giving, it helps to think about what would motivate them to participate if 
their feelings on the product aren’t strong enough to motivate participation?

If you want a relatively representative sample, I recommend minimizing self-selection 
of your participants, because if you only recruit the participants who recruit 
themselves, you already have a confound built into your study. Offering prizes or 
some other form of compensation for people’s time tends to attract more people 
than just letting anyone who feels strongly enough about something to do it. 

3



I like to think about surveys as being similar to running an experiment. Your goal (the 
answer to your research question) becomes both the starting point and the end point 
of your work. You start with your goal and figure out what exactly it is that you want 
to have learned by the end of your study. What questions do you want to have 
answered? What do you want to know from the users of your product? You then 
design your survey to acquire answers to those questions. To do so you have to make 
it clear to your participants what exactly it is that you are asking about, so it helps to 
have a specific task or function in mind when coming up with your questions. It’s also 
easier for participants to answer questions about specific actions or tasks because 
they have a point of reference they can mentally evaluate. There are usability surveys 
that ask about entire systems, but if you’re coming up with an experience-specific 
survey it helps to know what specific experience you’re asking about. If you don’t 
want to ask about a specific task or experience, you might still need to consider the 
context in which someone is likely to use the technology/product – for instance, if 
you’re asking people about their experiences using GPS, it helps to know if they’re 
using it while they are driving as opposed to other means of getting around. When 
thinking through what questions to ask and possibly what tasks to reference you 
might also want to think about the people who you are asking. The easiest 
assumption might be to believe that everyone who uses a particular technology is 
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just like you, but that way of thinking might leave a lot of people out whose 
experiences are fundamentally different. When asking questions, it helps to consider 
what assumptions you might be building into the questions. Please try not to make 
anyone feel excluded or like something isn’t for them and avoid phrasing questions in 
a way that makes assumptions about who they are and how they move through the 
world. Once you’ve thought through your goals, the questions you want answered, 
the context you want them to think about, and who the people are that will be 
answering your questions, you can come up with a plan to recruit your participants, 
provide them with an objective (such as to give you feedback on a particular aspect 
of their experience with a technology), and provide them with instructions that make 
it clear exactly what you are asking them about. Once you have a plan you can 
administer your survey and use the responses to answer the questions that you had 
at the beginning of the process. 
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Think about how many things would have to be true about your participant in order 
for them to answer the question that you are asking. Fewer is better. 
Leave minimal room for interpretation. 
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It is very tempting to ask a lot of questions. Maybe you don’t want to ask someone 
directly about something you don’t think they’ll want to talk about, so you come up 
with 3 or 4 questions that dance around the topic. This approach might make sense in 
the context of an interview where you don’t want your participant to know exactly 
what you are asking about, but with a questionnaire it might be better to be direct 
and ask fewer questions that are straightforward. If someone doesn’t feel 
comfortable answering a question, give them the option of leaving it blank. 
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Next we’re going to talk a bit about different types of questions that come up on 
questionnaires and what opportunities and challenges they present. 
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Factual questions may seem fairly straightforward to ask and answer – these are your 
verifiable questions – such as demographics, the number of devices a person owns, 
how many tasks they were able to complete, etc. They can be quite tricky in practice. 
Think back to the idea of a standpoint epistemology – that reality has a frame of 
reference for each individual who experiences it and that your reality is not the same 
as mine. In the context of how individual experiences shape realities, factual 
questions can become considerably more challenging to both ask and answer. Think 
about gender, for instance, and how someone might have answered a question about 
gender 20 years ago vs how someone might answer that same question today, with 
increased visibility of a wide range of identities. 
Non-factual questions, which are not verifiable because they only exist in the minds 
of the respondents, could also present some challenges. Is someone actually 
extremely dissatisfied with their user experience? Or are they hungry? Or angry 
about something entirely irrelevant? Do they prefer this bright yellow interface 
because it’s a bright sunny day or do they hate it because it’s raining and they feel 
offended by its vibrance? 
What I’m trying to get at here is to not take for granted that something will be 
straightforward to ask and answer, because it’s challenging to try to figure out after 
the fact why the responses you got weren’t the ones you were expecting. 

9



If you want to collect information about the characteristics of your users, I 
recommend proceeding with caution. Ask yourself why you want this information and 
if you are going to use it in a way that promotes inclusivity. Try to make these 
questions optional so that you don’t risk offending a participant who has privacy 
concerns or doesn’t feel like it’s necessary or relevant to disclose this information. It 
might not seem like it, but demographic questions often come with the potential to 
unintentionally offend someone, so it may help to weigh that concern against the 
potential gains of having that information. Going back to our example about gender –
if you ask someone their gender, do you ask their gender identity? Do you make it 
open-ended or do you include options? If you include options, how many different 
ones? If you include a lot of different options, will someone be offended if you didn’t 
include their specific identity? If you include other: please specify as an option, how 
might someone interpret that categorization? What about other identity 
categorization schemes such as race or ethnicity? What about people who have 
multiple identities? All this to say that demographics are tricky and I recommend 
looking into best practices for the relevant context and thinking through why you 
want to collect those data and what you are going to use them for.  
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The last type of factual question we’re going to talk about is frequencies. It’s fairly 
common to ask people about frequencies: how often do you do this? How many 
times have you done that? But there are a few different ways to approach frequency 
questions that get at slightly different ideas. 

If you want to know how people think about the frequency of an action without 
imposing a particular frame of reference on them, you might ask an open-ended 
question. This could give you a sense of how people think about the task as well as 
how often they might engage with it. Something like how often do you check your 
email? _______ a day gives a length of time, so people aren’t all over the place with 
their responses, while still allowing for a variety of responses such as 3x, a million 
times (which is either an exaggeration or an impressively round figure), often, like all 
the time, etc. 

If you want to determine if there is a relationship between variables, you might 
provide ranges of times, which allow for some level of precision while providing 
wiggle room for variability. 

If you want to compare between different items and care about relative frequency, 

11



you might ask for a rating or ranking. 
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Rankings and ratings lend themselves to non-parametric analyses of ordinal data: a 
Kruskal-Wallis test or one-way ANOVA on ranks can be used to compare ratings on 
three or more items to determine if they came from the same distribution. It can be 
used to determine if there is a preference among three or more items that have been 
ranked by multiple participants. A Wilcoxon-Mann-Whitney U-test can do the same 
for two items that are being compared. 
For comparing items on how people rank them, a Kendall’s tau correlation might be 
calculated to determine if there is a difference in how the items were ranked (if there 
is a clear preference among participants) 

Now that we’ve gone over different types of questions, let’s talk a bit about how 
those questions might be phrased. 
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How a question is framed affects how that question is answered. Imagine asking 
someone about a treatment for which 80% of participants got the desired results –
framing it that way highlights the positive side of the treatment. Imagine instead 
asking someone about a treatment for which 20% of participants were disappointed 
with the results – do you think you’d get the same responses? You might have 
encountered leading questions and questions that were framed with a specific 
purpose in mind, particularly if you’ve ever encountered a political survey. If you have 
encountered a survey from a political group, were you able to tell just based on the 
questions what the political affiliation of the asker was? Did you get a sense that 
there were right and wrong answers to questions? Imagine someone asking you to 
rate how you feel about the horrors of deforestation – would you answer differently if 
you were asked about the need for controlled burns as part of sustaining an 
ecosystem? How about questions that sound a lot like statements but employ 
questioning words at the beginning and are marked by question marks at the end? 
Would you agree that those kinds of questions were nudging you in a particular 
direction? There are many ways to exploit cognitive heuristics, little shortcuts that 
our brains take for dealing with information so we’re not constantly overloaded, and I 
would recommend against employing them if you want results that reflect how 
people actually think or feel. 
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Now that we’ve gotten through a whole bunch of information about questions, let’s 
get into the activity of designing a survey. 
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Download the worksheet on survey design from the Week 9 Module on Canvas –
there’s a lot of information in there, but let’s focus on designing an evaluative survey. 
We’ll start with the research question
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Come up with an objective for an evaluative survey – note that this is a survey that 
lets you know what people think of something after they’ve tried it. There’s also 
opinion surveys which can gauge attitudes towards prospective products that don’t 
exist yet, or gauge interest in particular designs or paths that a company could take. 
You could also use survey to try to get to know your users, the context in which they 
use your product, or about their relationships with technology. We’re focusing on 
evaluative surveys for this exercise, so think of a research question that is specific, 
measurable, and realistic. An example I thought of the following question: how do 
learners rate the usability of the Canvas assignment submission feature? 
It is specific in that it asks about a specific feature within a complex technology that 
has a wide assortment of features. It is measurable in that learners can rate the 
usability of a particular feature. And it is realistic in that it asks about a feature that 
exists and that learners frequently use. 
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Once you have a research question you can start breaking it down into more specific 
objectives – figure out what pieces you need to assemble to get at the bigger picture. 
Asking people an open ended question like how do you rate the usability of the 
assignment submission feature might get a wide assortment of answers, but breaking 
down the different components of the question into objectives and targeting 
questions to those objectives can give you more detailed information without having 
to do qualitative analysis. Each objective could then be translated into one or more 
questions. Now, before you start coming up with questions, I recommend checking to 
see if there are already questions out there that you could adapt to your purposes. 
It’s easier to use questions that have already been vetted because you know what 
you can expect from the responses that you get. Someone might not have asked 
about the exact specific thing you are curious about, but they have probably asked 
about something else along the same lines. A nice thing about usability is that there 
are well-vetted and reliable questionnaires that ask about usability and can be 
tailored to a specific system or function within a system. 
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The easiest approach to surveys is using existing ones and modifying them as needed 
to fit the technology and context you are examining. 
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The system usability scale is widely used and has been shown to be reliable. I have a 
pet peeve about using the word very in a statement, particularly with a scale that has 
it’s own form of very (strongly) which adds two uninformative modifiers. I strongly 
agree that I felt very confident – seems like a long winded way of saying I agree that I 
felt confident – it’s not entirely clear to me what is being added other than emphasis, 
but that’s just my perspective. If ten items seems excessive for your purposes, there 
are shorter versions that seem to track pretty well with SUS scores. 
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There’s Usability metric for user experience, which is a four-item scale, and UMUX-lite 
which is a two-item scale. These are great for when you want an overall evaluation of 
a  technology – if you find that your technology is under-performing on these metrics, 
you can take a deeper dive into specific issues, but the scales on their own won’t tell 
you where the issues may be- just that they exist. So, back to the worksheet – let’s 
say you didn’t find exactly what you were looking for when you looked through 
existing questionnaires and your plan is to come up with your own questions…
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The first step I would recommend is to come up with variables – essentially how you 
are going to get answers to your research question. I recommend breaking them out 
by objective and figuring out how to collect data on them – I did this by creating 
variables for each objective. Think of these as labels for JASP data – they allow you to 
map out what responses you plan to get and how you might analyze those responses. 
If you organize your data beforehand in a way that makes it clear how you are going 
to use each question, you’ll have an easier time analyzing what might end up being a 
massive repository of data. With each variable, it might help to think about how you 
want people to respond – if you’re looking for a relationship or way to prioritize 
issues based on how highly people rank their concern for them you might use rank-
data. If you’re looking for opinions or frequencies of responses you might want 
nominal data. If you don’t know yet what you are looking for and want to ask open-
ended questions to get a sense of what people think you can analyze the responses 
as nominal data. 
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You don’t want your respondents to be frazzled, so keep in mind FRASL: 
Framing: how you are framing the question – are you highlighting just the positive of 
something you want approval for? Just the negative of something you want criticized?
Relevance: does your question match up with one of your research objectives? Is it 
actually relevant to what you ultimately want to learn?
Assumptions: what assumptions about the person who may be answering it are built 
into your question?
Simplicity: is your question interpretable? How simple is the wording? Is the wording 
ambiguous in a way that you won’t know how someone who answered the question 
interpreted it?
Leading questions: is your question trying to lead the respondent to a particular way 
of thinking or towards a particular response? Are you frying to influence your 
respondent? 
Now that we’ve covered an entirely made up acronym that may or may not be useful, 
let’s talk about reliability and validity – this is where hypothesis testing comes in :D 

21



If you are designing your own questionnaire, it helps to figure out if your participants 
are interpreting the questions in the way that you intended, which means that you 
can expect responses to consistently reflect the same concept. Think about it like 
asking someone how they are doing - if one person interprets the question ask asking 
about their health and another interprets it in relation to their mood and another in 
relation to their sports team, you’ll get three different answers. Worse yet, if you ask 
the same person the same question at three different time points and they interpret 
it differently each time you’ll get different answers each time. Reliability lets you 
know that the question you are asking is at least being interpreted in the same way 
by different people, which is hopefully the way that you meant for it to be 
interpreted.
It also helps to know if your participants are telling you what you actually want to 
know. If you ask, for instance, about what people think about wearing masks, 
depending on the point in time that you ask you might get responses about curbing 
the spread of a virus or about maintaining anonymity during a protest, or about 
dressing up for a masquerade. In each case you are measuring different ideas that 
may or may not be the one that you are actually interested in. Validity lets you know 
that you’re getting responses about the concept that you want to know about and 
not something else entirely. 
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Here’s an analogy that helps me think about reliability – imagine a scale that you step 
on every day that gives you the following weights: Monday – 39lb, Tuesday 41 lb, 
Thursday 38lb, Friday 40lb. The scale refuses to work on Wednesdays, and we respect 
its wishes. Would you call this a reliable scale? In terms of giving consistent results 
and consistently not working on Wednesdays, it is absolutely a reliable scale. Now 
imagine a slightly different scale, that again refuses to work on Wednesdays, but on 
Monday it says 39lb, on Tuesday it says 270lb, on Thursday 9lb, and on Friday 54lb. Is 
this a reliable scale? Would you trust this scale to give you an accurate 
measurement? If you are gaining and losing extreme amounts of weight every day, 
maybe it is, but it seems unlikely. 
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A closely related concept, is validity. Let’s say you have that first scale that 
consistently provides a weight around 40lb. Weight fluctuates a bit, so we’ll say a 
scale that’s fluctuates a few pounds is pretty reliable. But does that actually tell you 
whether or not the scale is accurately telling you how much you actually weigh? How 
would you determine whether the weight given by the scale is precisely your weight? 
How do you know you’re not consistently measuring the wrong thing? 
A good way to check whether you are measuring what you think you are measuring is 
by comparing the responses that you’re receiving to a different measure of the same 
thing. If you have a different type of scale that you can use to weigh the same person 
and you discover a discrepancy in weight between what your scale was telling you 
and what you learned from the other scale it is likely that one of the scales is wrong. I 
recommend picking a scale that has already been validated to check the validity of 
your scale, otherwise you’re still at the same spot with not knowing which one is 
right. 
So, reliability is the consistency of the measure, which is a reflection of it’s accuracy. If 
you keep hitting the same target with your measure you can at least know that it is an 
accurate measure. Validity is the precision of the measure and it let’s you know if the 
target that you are hitting is actually the target that you intended to hit. 
So, what do you think the relationship is between reliability and validity? 
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Can you have a reliable measure that is not a valid one? 
Our example with the scale consistently giving the wrong weight shows that you can 
indeed reliably be measuring the wrong thing
Can you have a valid measure that is not reliable? 
If your measurements are all over the place, how would you be able to tell if the 
measurement tool is precise? You cannot really have a valid measure that is not also 
a reliable one. 
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One way to test reliability is by comparing scores from the same participant on the 
same test at different time points.
You should expect the scores to be different just based on the fact that person_A at 
time02 isn’t the same as person_A at time01. But you should still expect a strong 
POSITIVE correlation. If you have a negative correlation… something went very 
interestingly wrong. To limit the effects of confounds, you should have a large sample 
size. https://www.statisticshowto.datasciencecentral.com/test-retest-reliability/
Test-retest does come with it’s own challenges such as if people remember the 
responses that they gave the first time and just go with those because they are 
familiar – then you might just be measuring their familiarity with the questions. 
Sometimes it’s just not feasible to test the same people multiple times on the same 
questions. But there are other ways of testing reliability. 
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You can test internal consistency. If you paired multiple questions with the same 
research objective, you can correlate the responses on those questions to see if they 
were answered consistently. If you’re trying to figure out a latent construct (one that 
cannot be measured directly) you might do a factor analysis to determine which 
questions tend to get answered in the same ways and are likely to be asking about 
the same underlying idea. One way to improve a survey over time is by figuring out 
which questions are getting at the same idea and rather than including all of the 
questions, finding which one is most strongly predictive of the outcome and using 
that, which is how you might go from a 10-item questionnaire to a 4-item one. Two 
ways of measuring consistency on items are:
split-half correlation where you correlate the odd questions with the even ones 
(assuming your entire questionnaire is asking about the same construct, such as 
usability or satisfaction)
Cronbach’s alpha: which averages all possible split-halves rather than just correlating 
the odds and evens. 
If someone is satisfied with a product, you wouldn’t expect them to answer that they 
hate the way that it works – so part of the expectation for measuring reliability is the 
assumption that people answer rationally and consistently. 
The semi-final step on the worksheet is to come up with a measure of reliability for 
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your hypothetical survey 
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If you include open-ended questions and have raters go through and code the 
responses, you can check the consistency of the ratings using interrater reliability 
measures such as Cronbach’s alpha for nominal data and Cohen’s kappa for 
quantitative ratings or ordinal data. 
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To address reliability issues: you can go item by item and see which item(s) don’t 
agree with the others:

Go item by item and remove one item at a time and see the effect that 
removing the item has on the reliability measure you used.
The last step of the worksheet is to come up with a measure of validity for your 
hypothetical survey. 
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Effectiveness : how well does this feature accomplish this task.
More in depth: 
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